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Abstract—Despite over a decade of research and development
in fall detection systems, accurate and reliable systems in use
are few. The existing fall detection approaches leave three major
challenges unsolved: (1) insufficient fall data for model training
process, (2) unreliable labeling of ground truth, and (3) resorting
to artificial falls to model falls. In this paper we highlight
these challenges in a clinical study with community-dwelling
adults. The data collected from the real world reveal significant
differences between artificial falls and actual falls, and also
to illuminate the limitations of existing algorithms. We further
make recommendations for future work, based on the challenges,
experience, and lessons we learned from this study.

I. I NTRODUCTION
Falls are the leading cause of injury, long-term disability,
premature institutionalization, and injury-related mortality for
older adults [1]. About one in four adults, 65 years or older,
have at least one fall per year [2]. Reliably detecting falls
could reduce the likelihood of severe consequences by alerting
medical services, and thus it is of great importance. Although
falls are highly studied, current methods of fall measurement
are problematic1 , and several major unsolved challenges limit
their utility and performance.
First, it is challenging to acquire sufficient fall data. Fall
detection methods usually rely on having a sufficient amount
of falls data to train a predictive model, which is used to
detect falls or to estimate the fall risk. However, to date, no
standard open falls dataset exists. The relative infrequency
of falls presents a major obstacle to accumulating data. The
Centers for Disease Control and Prevention, USA [2], suggest
that on average, nursing home residents incur 2.6 falls per
person per year. If an activity is monitored every second,
then roughly 31.5 million activities of daily living (ADL) are
acquired per year. The rarity of occurrence of falls leads to
high skewed in the training data, making it difficult to develop
generalizable classifiers [3]. Moreover, collecting fall data can
be risky because allowing a study participant to undergo a real
fall is inherently unsafe.
1 There exist some commercial devices and systems intended for detecting
actual falls, such as the Philips Lifeline, Life Alert, Med Alert, and Ready
Response. Unfortunately, there is no published data on the effectiveness of
commercial devices and systems.

Furthermore, it is challenging to collect accurate ground
truth in a real-world setting. Since falls are rare, unsupervised machine learning techniques are unlikely to identify
the first fall event because it has not been observed earlier
[4]. Therefore, most fall detection algorithms are based on
supervised learning where the training data requires sufficient
and accurate ground truth, i.e., accurate labeling of falls.
To ensure high accuracy, the algorithms need to be trained
with long traces of data that may span months to years [5].
However, collecting ground truth for such a long period is
difficult. To obtain reliable ground truth, many researchers
recommend using cameras and labeling each activity manually,
which may not be practical, due to privacy concerns and the
amount of human effort involved.
Finally, due to the challenge in collecting sufficient and
accurate fall data, many prior studies have used artificial falls,
rather than actual falls, to train their predictive models. Since
falls are rare events, around 94% of studies [6] use artificial
falls to develop their detection algorithms. Artificial falls are
simulated by researchers themselves in controlled laboratory
settings. The assumption is that artificial falls are representative of falls in natural settings. However, the complexity of
real-world settings and the variety in the causes of falls make
this assumption unrealistic. Analyzing artificial falls can be
useful for gaining insight into certain features of falls, but does
not necessarily simplify detecting actual falls [7]. Moreover,
classification models built with artificial falls are more likely
to suffer from over-fitting and may poorly generalize to actual
falls.
In this paper we explore challenges through a clinical
study involving community-dwelling older adults in real world
settings and provide recommendations for future studies. We
then evaluate three representativef fall detection approaches
with actual fall data. We find that actual falls have significantly
different characteristics from artificial falls. Moreover, fall
detection algorithms trained based on artificial falls have
poor false alarm performance for actual falls of communitydwelling older adults.
The organization of the paper is as follows. In Section II,
we describe our methodology and protocol for collecting fall

data from community-dwelling older adults. In Section III, we
show the differences between artificial falls and actual falls.
In Section IV, we introduce and evaluate three fall detection
approaches using our real-world data sets. In Section V, we
address practical issues in evaluating fall detection. In Section
VI, we discuss several related works. Finally, we conclude this
paper in Section VII.
II. S YSTEM AND METHODS
The objectives of our study were to capture longitudinal
data from older adults who are living in the community, not
an institution.
A. Data Collection System
Each participant data collection period was planned to be
14 days, on average. The Shimmer sensor platform [8] was
chosen for it’s reasonable battery life, micro-SD storage, and
encasement. We decided to start by collecting three axes of
acceleration and gyroscope. By turning off networking, using
DMA, reducing the number of write operations, and sampling
at 50 Hz, we empirically determined the Shimmer operational
cycle to be 19 continuous hours. For this collection of sensors
and sampling frequency, the system created a file of size just
over 2 MB every hour; and given a micro-SD capacity of 2 GB
could be operational for over 925 hours or 38 days. This period
gave us room for more than doubling the frequency or adding
sensors. Ideally, in an effort to maximize battery life for both
research and real-world purposes, we hoped that the sensors
set and frequency would be sufficient. One of our research
goals was to verify this hypothesis.
The Shimmer does not have a traditional ON/OFF switch
and the participants could miss the ON indicator (a blinking
LED). As a result, participants might wear the device while it
is OFF for prolonged durations. We therefore opted to design
a system that is ON at all times except when charging.
With this design the system was safely within the desired
two weeks of autonomous, and continuous data collection.
Once the devices were given to study participants, intervention
was not expected beyond sporadic visits.
B. Study Protocol
The clinical study started in Dec. 2012 and ended in May
2015. It was conducted in St. Louis, MO. Participants were
community-dwelling older adults conducting their normal activities. Detecting falls in real life requires data from real
life activities and therefore the study design did not ask the
participants to follow any prescribed activities. Older adults
were eligible for the study if they were 65 years or older, had a
history of falls in the past six months, and had intact cognition.
Older adults were recruited through community agencies for a
clinical study that specified fourteen (14) days of continuous
wearing period during normal daily activities.
We recruited 5 older adults, 3 male and 2 female participants
with mean age 74 years (min 69, max 82). Two of the three
males were frequent fallers. The participants height ranged
between 156-189 cm and weight between 55-109 kg. The

mean continuous wearing time was 14.1 days (min 9.3, max
19.8) with a standard deviation of 3.98 days. After the wearing
period the participants were interviewed about the feasibility
and comfort of the device and reported that they could
tolerate wearing the device in the community. Reasons for
non-compliance included hospitalization and time constraints.
The mean number of days between falls among the three
non-fallers was every 7 days (min 3.1, max 9.9) with standard
deviation of 3.5 days. Among the two fallers, the mean value
was 1.5 days (min 1.4, max 1.7) with standard deviation of
0.2 days. Only one participant reported near falls (a non-faller,
reporting 2 such events).
Special holsters were prepared for the participants and allowed the device to be donned at the center of each participants
chest or back. All participants choose the frontal option. We
asked the participants to orient the Shimmer in a consistent
way in their holster. Referring to Fig. 1, they were asked to
wear the Shimmer such that its logo would be facing away
from them (someone facing them would be able to read the
logo). The holster pocket allowed the device to be inserted
only in a horizontal alignment. This gives orientation of +X
axis pointing to the ceiling, +Y pointing to the right of the
wearer, and the +Z axis pointing forward.

Fig. 1. The Shimmer device and its axes system.

The 19 hours operating period allowed us to design a
study protocol that used two Shimmers per participant. The
participant wore one sensor strapped to the center of the chest
for about 12 hours, while the other Shimmer was charging,
and then switched between them. Not prescribing a wearing
period that is close to the 19 hours limit allowed us to avoid
operating with a depleted battery towards the end of a wearing
period, which could degrade data capturing quality. Moreover,
a wearing period of 12 hours seemed natural to humans and
got participants into a routine of wearing a Shimmer in the
morning and replacing it in the evening. We hypothesized that
this protocol would yield high-quality, continuous activity data
for the duration of the clinical study. We define each of these
(approximately) 12 hours period as a Wearing period. It began
when the Shimmer was removed from the charging dock and
ended when it was put back on the docking station.
We asked the participants to maintain two journals, a Wearing journal, which is a log of which of the two Shimmers was
donned and it’s wearing time, and a Fall journal describing
the fall event and time, see Table I for a snapshot.

TABLE I
FALL JOURNAL
Date
12/4/2012

Did you fall?
Yes

12/11/2012

Yes

..
.

..
.

If yes, what time?
1) 3:45 am – fell from bed to knees.
2) 4:15 am – used bathroom and fell
to knees.
3) 4:48 am – fell out of bed and landed
in praying position.
13:12 am – Near fall, going to the
bathroom and lost balance, but caught
self on bathroom commode.
..
.

Without networking the Shimmer could not reference an
external clock time and we anticipated that matching the
hand written journals with the ground truth signal would be a
challenge. We designed the following donning procedure in an
effort to mitigate this. Participants were asked to write down
the next whole minute in their journal and take the Shimmer
out of the charging dock exactly when that whole minute
arrived. To isolate the high motion activity during donning,
the participants were asked to sit still for 30 seconds post
donning.
We extracted ground truth fall data by following a data
cleansing procedure, comprised of the following steps: 1) We
segmented the raw data into Wearing periods. By designing
the system to create a file every whole hour and having the
charging action stop data collection, we can expect a small
file size at the end of a wearing period; 2) We discarded files
created before arriving to the participant’s home and those
created while the system was explained to the participant.
Similarly, we discarded files created beyond the participant
clinical study period (for example, those created on the way
back to the lab and before transferring the data to the research
server); 3) We compared the number of files in a wearing
period and the corresponding duration reported in the wearing
journal. We allowed for variations of less than one hour for
each whole wearing period to account for the differences
between a Shimmer internal frequency and a real-world clock.
If the variation was less than 1 hour we considered the files
in this period match the journaled wearing period; 4) We
ignored the data generated during the donning and removal for
charging; 5) Finally, within each wearing period we correlated
falls from the fall journal with the signal.
In total, the study participants reported 24 falls, 2 near falls,
and 2 falls that were reported in the participants journal but
were not captured by the device as one occurred on the way
to the shower and the other in it. We obtained reliable data
on 20 of these falls. For each fall we use the fall data and the
ADL data collected as part of the signal for comparison test
in the following sections.
C. Lessons Learned and Recommendations
Since the target population did not have the ability to use
computers or smart phones to manage a study diary or annotate
falls in real-time. A paper based diary was chosen instead. This

was the chief reason that the system was designed as described
earlier in this section, giving up on networking and therefore
visibility and real-world time. This led to significant difficulties correlating the reported falls with the data collected.
This experience leads us to making the following recommendations.
•

•

•

•

Co-research annotation methods and fall detection.
The stream of data must be annotated with ground truth
markers in real-time. This is not a novel idea by itself
but we believe that, what was not researched so far, is
an exploration of what are the most accurate annotation
methods applicable for older adults population. We believe that annotation methods research need to proceed
or coincide with fall detection research.
Visibility is key. Design into the system a method of
establishing communication with the wearale sensor from
the lab. Include visibility into the journals. This will allow
for establishing reference points, inspecting the system,
and the signal remotely while the study is still going on.
Avoid limitations when selecting sensor hardware. The
Shimmer does not have a traditional ON/OFF switch,
which led us to design a system that is always ON
(unless it is charging). This added complexity in terms
of identifying what segments of the signal are part of our
participant’s ADL movement and what are not. Don’t give
in to similar hardware limitations. As an example, use
different hardware, build your own switch, or come up
with some protocol that enables a virtual ON/OFF switch.
The Shimmer also lacked an accurate wall-clock and this
unnecessarily complicated the task of correlating between
the ground truth journals and the signal. In retrospect a
better system would have been one that opens networking
periodically to sync with the real-world time.
Plan larger studys. Go for the moonshot and plan studys
with more participants. Because falls are infrequent and
ADLs are many and diverse, a large amount of raw data
is needed to algorithmically learn from the data.
III. A RTIFICIAL VS . ACTUAL FALLS

In order to understand the differences between actual falls of
older adults and artificial falls of younger adults, we compare
the characteristics of the actual falls collected in our study
and those of the artificial falls of two younger adults. The
two younger adults fell on mattress in our lab. They wore
Shimmer sensors in the same way as the study participants,
and emulated three different kinds of falls: (1) straight f alls,
falling when the body is as straight as possible; (2) slow f alls,
trying to maintain control and balance to fall slower, body is
not straight; (3) f ree f alls, allowing the body to slightly turn
and spin freely during the fall. In total, we obtained 39 straight
falls, 43 slow falls, and 10 free falls.
Most prior studies assume significant acceleration changes
when a fall occurs, and thus use these changes to determine
whether a fall occurred. We use two commonly used features,
the signal magnitude vector (SMV) and signal magnitude area

(SMA), to quantify the differences between artificial falls and
actual falls.
SMV and SMA features can be calculated using triaxial
acceleration values. SMV is defined as the intensity of the
triaxial acceleration value, given by
p
(1)
SMV(n) = x(n)2 + y(n)2 + z(n)2
where x(n), y(n), and z(n) are the acceleration values of the
X-, Y -, and Z- axes, respectively, at the sampling time n. In
addition, since the fall occurs over time, the intensity change
at a single detection point is often misjudged due to the noise.
Thus, another feature used here is the integration of the triaxial
acceleration intensity values, which is known as the SMA. The
sampling signal at a discrete time can be represented by the
sum of the signals within a window; thus, SMA(n) can be
defined as
n
X
1
(|x(i)| + |y(i)| + |z(i)|)
(2)
SMA(n) =
N
i=n−N +1

where N is the window size.

a Hidden Markov Model (HMM) [11], and (3) an AdaBoostbased learning approach [12]. To evaluate the accuracy of
these approaches on actual fall data collected in our study, we
implemented the algorithms with changes needed to utilize our
real-world data set. Notably, all these three approaches were
originally evaluated using artificial falls of younger adults and
achieved high accuracy. The objective of our study is to assess
their effectiveness on actual falls of older adults.
A. Evaluation methodology
A fall is defined as an unexpected event in which the
participant comes to rest on the ground, floor, or lower level
[9]. We label an artificial fall based on significant changes in
acceleration, as shown in Fig. 3. Note actual falls may not
be associated with significant changes in accelerations as we
observed in Section III. For actual falls we identify falls based
on the recorded times of the falls in the fall journals. A fall
detection algorithm is designed to detect a fall in a sliding
time window. If a time window contains a fall, it is referred
as a positive (fall) sample; otherwise it is a negative sample.

Fig. 3. Artificial fall is marked as a small window contains the fall impact,
while the rest signals are marked as non-falls.
Fig. 2. Feature time series of an actual fall and three different artificial falls.
The red triangle is the reported fall time.

Fig. 2 shows the time series of SMV and SMA, based
on one actual fall and three different artificial falls. It can
be observed that, when the artificial fall occurs, SMV and
SMA change sharply resulting in large peaks in the time
series. In comparison, the changes to SMV and SMA are
much smaller during the actual fall suggesting significant
differences between artificial falls of younger adults and actual
falls of older adults. This observation raises questions about
the validity of studying and evaluating fall detection techniques
using artificial falls, which we investigate in the next section.
IV. FALL D ETECTION
We identified three fall detection approaches in the literature
that span the design space in the literature. We focused on
approaches using non-intrusive, wearable devices including
accelerometers and gyroscopes. The three approaches include
(1) a threshold-based approach [10], (2) an approach based on

We use detection rate (DR) and false alarm rate (FAR) to
quantify the performance of the fall detection algorithms:
DR =

TP
p

(3)

FAR =

FP
q

(4)

where p and q represent the number of the positive samples
(falls) and negative samples (non-falls). TP is the true positive
which represents the number of positive samples detected as
falls. FP is the false positive which represents the number of
negative samples detected as falls.
Due to the scarcity of actual falls, the three proposed
algorithms are trained based on artificial falls. We evaluate
the three proposed algorithms on both artificial falls and actual
falls. We have 92 artificial falls (39 straight falls, 43 slow falls,
and 10 free falls) and 20 actual falls. We use part of artificial
falls (66 artificial falls) to train the three algorithms. Then the
three algorithms are tested on the rest of the artificial falls and
actual falls.

Note that, as actual falls are rare among older adults,
researchers often use artificial falls to train and evaluate
fall detection algorithms. It is therefore important to assess
whether fall detection algorithms trained using artificial falls
can achieve the same level of accuracy on actual falls as that
on artificial falls.
B. Threshold-based Approach
1) Algorithm: The threshold-based approach [10] is designed as an efficient algorithm to detect falls in real-time. In
the original study, two sensors (each including an accelerometer and a gyroscope) attached on the chest and thigh of a
participant. As we used only one sensor attached on the chest
for acceptance by older adults, we modify the algorithm into
two steps: (1) posture analysis and (2) transition analysis.
•

•

Posture analysis. Maximum and minimum value of SMV
and angular velocity (w) are used to find significant value
changes within an one-second interval. If the changes
fall into the region |SM Vmax − SM Vmin | < 0.3g ∧
|wmax −wmin | < 73◦ /s, it is recognized as static posture.
For static posture, the trunk angle θ, which is the angle
between the trunk and the gravitational vector, is used to
determine specific postures, including standing, bending,
sitting, and lying. θ > 40◦ is considered a lying posture.
Transition analysis. If a lying posture has been detected,
we examine whether the transition to the lying posture
was an intentional movement by examining the previous
5 seconds of data. If the maximum of SMV and angular
velocity (w) exceeds preset thresholds, TSM V and Tw ,
the transition is unintentional which indicates a fall.

2) Evaluation: We carefully selected the thresholds,
TSM V = 1.6g and Tw = 206◦ /s, to achieve the best accuracy
on the training data containing artificial falls. Due to the
gyroscope issue, two falls’ gyroscope data is missing. We use
the remaining 18 falls to evaluate this this threshold-based
algorithm. The comparison results, shown in Table II, indicate
that the threshold-based algorithm works well on artificial
falls. In contrast, its detection rate drops dramatically for actual
falls. This is because that in the first step of this algorithm,
SMV and angular velocity (w) are used to find significant
value changes in fall procedure. However, an actual fall of
an older adult may not be associated with such significant
value changes, as we observed in Fig. 2. The poor detection
performance of the threshold-based approach suggests that
actual falls cannot be detected based on significant value
changes in acceleration or rotation.
TABLE II
E VALUATION ON THE THRESHOLD - BASED ALGORITHM .

DR
FAR

Artificial Falls
88.46%
0

Actual Falls
0
0.03%

C. HMM-based Approach
1) Algorithm: The HMM-based approach [11] models the
human motion process as a Markov chain. The HMM is
trained using acceleration time series (ATS) as the input. The
algorithm contains three steps: (1) extracting ATS, (2) training
a HMM and (3) detecting falls using the trained HMM. First,
we extract the ATS from acceleration data as training samples.
Second, we use ATS to train a HMM using the Baum-Welch
algorithm. The Markov chain in this HMM contains two states:
the balance state and the impact state. Finally, we use the
trained HMM to detect falls. When the probability of the
impact state exceeds a threshold, the algorithm detects a fall.
2) Evaluation: In the original study, a triaxis accelerometer
was attached on the back to capture the movements of the
trunk. In our study the accelerometer was attached to the
chest for comfort of the participants. We use all the parameters
specified in [11], except the static state area B = [b1 , b2 ]. We
extracted the static state area from training data (artificial fall
data) as B = [1.1708m/s2 , 1.2766m/s2 ]. Note that the ATS
is extracted using a sliding window with a size of 400ms. The
comparison results presented in Table III show that, while the
HMM-based algorithm succeeds in detecting artificial falls,
its accuracy dropped drastically on our actual fall data of
older adults. This result indicates that the HMM trained using
artificial falls fail to capture the characteristics of actual falls.
TABLE III
E VALUATION ON THE HMM- BASED ALGORITHM .

DR
FAR

Artificial Falls
96.15%
1.41%

Actual Falls
44.87%
11.42%

D. AdaBoost-based Approach
1) Algorithm: The AdaBoost-based approach [12] combines a cascade classifier and a AdaBoost classifier to reduce
the FAR in fall detection. To reduce the computational cost
of the combined cascade-AdaBoost classifier, the algorithm
replaces AdaBoost classifiers with Support Vector Machine
(SVM) when the number of weak classifiers exceeds a preset
threshold. Therefore, the training process for this algorithm
includes two steps: (1) training the cascade-AdaBoost classifier, and (2) substituting AdaBoost classifier with SVM when
the number of weak classifiers exceeds a threshold.
2) Evaluation: We use all the parameters specified in [12]
for the sensor attached to the chest, including the acceptable
FAR, the acceptable DR, the maximum number of weak
classifiers, and the target overall FAR. A sliding window
technique is used to divide the signals into windows of fixed
length. The window size is 2s, and two consecutive windows
overlap with each other for 1s. As shown in Table IV, the
AdaBoost-based approach works well on artificial falls, but
fails to detect most actual falls. Furthermore, although the
AdaBoost-based algorithm is specifically designed to reduce
FAR, its FAR is extremely large for actual fall data of older
adults.

TABLE IV
E VALUATION ON THE A DA B OOST- BASED ALGORITHM .

DR
FAR

Artificial Falls
100%
0.38%

TABLE V
D ETECTION PERFORMANCE OF ACTUAL FALLS WITH ALARM
SUPPRESSION UNDER DIFFERENT WINDOW SIZES .

Actual Falls
23.08%
25.19%

V. P RACTICAL C ONSIDERATION
We consider some practical issues in evaluating fall detection approaches based on actual fall data. First, the timing of
the falls recorded in a fall journal may not be precise as they
are recorded manually by the participants. The evaluation of
a fall detection algorithm must take into account the potential
inaccuracy in the reported timing of the falls. For example,
if the reported fall time is 5 minutes after the actual fall due
to recording error, a fall detected 5 minutes after the reported
fall time should be considered a correct detection instead of a
false alarm.
Moreover, as falls are rare events, it is unnecessary and unrealistic to report multiple falls within a short time. For example,
it may be unnecessary to report falls multiple within 5 min, as
realistically the participant is unlikely to fall repeatedly within
such a short time. Furthermore, in practice multiple detection
alarms within 5 min are unlikely to change the response to
the detected fall.
To address both issues, we introduce a alarm suppression
technique to avoid reporting multiple alarms within a same
time window. For example, if a time window of 10 min is
used, the fall detection system will report at most one fall
within the 10 min window. If the window contains a fall, a
fall alarm at any time within that window is considered a
correct detection. The window therefore accomodates errors
in the reported timing of falls as long as the actual fall
happens within the window. Conversely, if a window does not
include a fall, at most one false alarm can be raised within the
window, because additional false alarms are unlikely to lead
to alternative responses from the service provider.
Thus, we explore the effect of alarm suppression within
different window sizes. We set the window sizes as: 5, 10, 15,
20, 25 and 30 minutes. The results of detection performance
are shown in Table V. As an example Fig. 4 illustrates the
detection results of the three algorithms with 10 minutes
window.
In practice the number of false alarms generated per hour
is critical for the acceptance of fall detection algorithms.
Increasing the window size results in fewer false alarms. These
results suggest the efficacy of alarm suppression in assessing
the practical performance of fall detection algorithms.
Among the three algorithms evaluated the HMM-based
algorithm achieved the best performance in terms of both
detection rate and the number of false alarms generated. However, despite the improvement in detection performance under
alarm suppression, the DR and FAR remain unacceptable in
practice.

DR

False
alarms
per
hour

Window size
(minutes)
5
10
15
20
25
30
5
10
15
20
25
30

Threshold
31.94%
34.72%
34.72%
38.89%
38.89%
55.56%
0.80
0.73
0.66
0.61
0.55
0.52

HMM
73.08%
76.92%
76.92%
76.92%
76.92%
84.62%
4.93
2.96
2.12
1.74
1.45
1.25

AdaBoost
33.33%
35.90%
35.90%
39.74%
39.74%
43.59%
3.76
2.05
1.45
1.14
0.94
0.77

VI. C ONCLUSION
We report lessons learned in a clinical study to collect
actual fall data from community-dwelling older adults and to
evaluate fall detection algorithms using actual fall data. We
found that artificial falls collected in laboratory settings are
not representative of actual falls in real-world environments.
Furthermore, fall detection algorithms trained with artificial
falls suffer significant performance degradation under actual
falls. We also recommend approaches to address the challenges
for future fall studies of community-dwelling older adults.
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